Chapter 29: MySQL Query OPtEmizaﬁonJ

23.1 Query Optimization
& ‘ot @
% Query optimiza.ﬂon is the process of improving the Peifor'ma.nc.e. of

SQL queries to reduce execution time and resource usage.

¥ Efficienf queries help in fasfer data retrieval and better a)o‘pficafion
performance.

% Optimization involves writing efficient queries, using (ndexes
avoiding unnecessary operations and understanding how MySQL

executes querie.s y

Key Points : Opuimixe
r ] Optimization improves query speed and reduces server load. |

M Good query de.sign leads to efficﬂmﬁ a.,opfica.fr:on.s.

™M Proper indexing and avoiding redundant work are key to
L optimization. A

.29.2 MySQL Query Opf:imize.r.

* MHSQL Query Optimizer (s a component that determines the most
efficient way to execute a query.

* It a.na.lyze.s the query, available indexes, table statistics and
chooses the best execution plan.

Qu.ery Opfimizer

¥ The opf:imf,zar aims to reduce the overall cost of query execution.

How it Works :
1. Parse the 2. Check 3. Evaluate 4. Choose the 5. Execute
Que.ry —> Table —_ Possible —>| Least-Cost |—> the
Statistics Execution Plans Plan Query
Optimizer Considers :
Factor De.scripfion
Indexes Avai!abiiify and selectivity of indexes on columns. B
Table Statistics Number of rows, data distribution and value uniqueness. k- =
Query Structure Joins, where conditions, group b.'J" order 63, etc. -
Sy.si‘.em Variables Cmfiguration sefﬂn.gs that aﬁect query execution.
Cost Estimation Optimizer calculates cost of each plan and chooses the least-cost plan.

Key Points :

, M The optimizer does not guarantee the best possible plon always.

A Keﬁping statistics up-to-date helps the optimizer make better choices.

i ET Use EXPLAIN statement to see how the oFiim.Ezer will execute a query .




29.3 EXPLAIN .

% EXPLAIN statement is used to obtain btformaﬁan about how MySQL
executes a SELECT query.

¥ It shows the execution ,m'.a.n chosen by the an.r:mi.zer' without a.cfu.aﬂg
executing the query.

¥ It hel,o.s in wuier'sta.ndbiﬂ Perfarmanr.e bottlenecks and f.mpr-ovins queries .

Sﬂnﬁmc:
[ EXPLAIN SELECT column_Llist FROM table_name WHERE condition; ]

Output Columns :

Column De.scripf:t'.on

id Query block number.

select _type Type of SELECT (SIMPLE, PRIMARY, SUBQUERY, etc.).

table Table used in the guery.

type Join type (ALL, index, range, ref , e.g_ref, const, system).

possible _keys Indexes that MySQL may use.

key Index actually used.

key _ len Length of the key used.

r'e.f Columns or constants compared to key.

rows Estimated number of rows examined . Query Perfarmn,ce,

Extra Additional E.nforma.tion (Using where, Using index, Using ﬁlesarf, etc.).
Key Points :

M EXPLAIN does not execute the query, it only shows the plan.
g FOCU.S on tHPE, kﬂy, rows Md. Ex&rﬂ. CO{UJH‘.I'LS for ﬂmiﬂsl‘.s.
M Aim for type as ref, eq_ref or const for better performance.

.29.4 EXPLAIN ANALYZE "

N
% EXPLAIN ANALYZE executes the query and provides actual execution
statistics along with the execution plan.
¥ It shows actual time taken, number nf rows pmcessed, and n'.oops.
¥ It helps in Edznéifying real performme Lssues . Actual Execution
Statistics

Sgnﬁax:
[ EXPLAIN ANALYZE SELECT column_List FROM table_name WHERE condition; ]

Example : Qutput Shows :
EXPLAIN ANALYZE SELECT * FROM employees * Actual time spent in each step
WHERE  department_id = 10; =2 | « Ackual rous réad and rebumed

Insight

¢ Number of loops for each operation

Key Points :
@ EXPLAIN shows estimated Fla.n.,' EXPLAIN ANALYZE shows actual execution.

™ Very useful for complex queries and tuning.
M Helps ver‘ify if the optimizer's Fl'.a.n is eﬂ?-cient in real scenarios.




29.5 Execution Plans

¥  Execution Pl'.a.n. shows how MHSQL will execute a query.
* It he['os to Ldmf:LfH Ferforma.n.ce issues and bottlenecks.

¥ BH ml&zﬁg the execution Io[a.n, we can o'of.imi.ze. quertes far better

PLAN
Perfor mance . !

Sﬂnf:a.x:
[ EXPLAIN SELECT column_list FROM table_name WHERE condition; }

Execution Plan

Common Plan Types (type column) :

THPE. Descripiion W
system Table has only one row (const table). RS
const Table has at most one ma.fdun& row, accessed by primary Jcey A Miym Plar
eqref Primary key or unique index lookup for each row from previous table.
re.f Nan—uniq_ue index ioak,up.
range Rows are retrieved from a given range using an index. /
index Full index scan. ._I_I:I_l
ALL Full table scan (worst Perforrrmce). Better P erformnce

Keg Points :

.29.6 Full Table Scans .

* A fuﬂ table scan ff;gpe = ALL) means MHSQL reads every row in a table
to find the result.
¥ It is the least efﬁci.em‘. way to execute a query.

M  Focus on type, key, rows and Extra columns in the plan.
M Use indexes to change bad plans (ALL) into good plans (re.f, ran.ge.,e.f:c.).
M A good execution plan means less cost and faster query execution .
E==3

*‘ IE can be VEI"H .SLOW for I‘:OJ'SE ﬁabie.s. Fuu TGLLE Sm
Causes : How to Avoid :
i ~ r ™
o No index on the columns used in WHERE clause. o Create indexes on columns used in WHERE, b
i Wity antions, on i Golionds JOIN, ORDER BY, GROUP BY. ~ 7
o Loading wildeard (%) in LIKE aandibion. o i oncions 46 Wake. Solagins:
5 BR wdbims ovi thout y e Avoid leading wildcard in LIKE searches.
e 'lE > i i el [ e Select ouly require.d. columns. Upﬁ:.mze Quen.es
® Salectmg * (all columns) when not needed. :
L J o Use proper query d'z.sngn..

Key Points :
@' Full table scans are expensive and slow.
Iz Use indexes to limit the number o_f rows scanned..

™ Always analyze queries using EXPLAIN and optimize them.
E Good inde.xb'l.g and query d»esign can eliminate fuﬂ toble scans.




29.7 Index Optimi,za.tion

¥ Indexes improve the speed of data retrieval operations.

* Pmper use of indexes can greaﬂy Emlorove query perfcrmmce.
% However, too many indexes can slow down INSERT, UPDATE ond DELETE operations.

Bﬁ-st P T ﬂChCBS .
Practice Description
Index WHERE : !
Co o Create indexes on columns fre.guenﬁg used in WHERE clause.
I"‘éz" o S Index columns used in JOIN conditions.
Camposife Indexes Use comfaasi.fe indexes for quertes fiffe.rin.g on muiﬁple columns .

Avoid Uve.r—Indexing

Avoid crea.fin.g indexes on columns with low selecﬁvifg
('e..‘g., Se.rm‘:er, status).

Covering Indexes

Include oll required columns in an index to avoid table lookups.

Re.gular Maintenance

Rebuild or opff.mizs indexes Periodicaﬂ.&.

Key Points :

se wise or better query performance.
M Use indexes better gquery p
M Index columns used in WHERE, JOIN, ORDER BY and GROUP BY.
void ing col wi w cardinality .
M Avoid indexing columns with low cardinality
antain L or opti ormaonce .
M Maintain indexes ptimal p

¢29 .8 JOIN Opfimizaﬁon.

% JOINs combine rows from two or more tables based on related columns.
* Opfimizr'.n.g JOINs can signific&nﬂy irnpmve query ,uarformnce..
¥ The order of tables and indexes on JOIN columns are very ﬂmporﬁanﬁ.

Tips for JOIN Optimization : Example :
s h' -
e Ensure JOIN columns are indexed. SELECT e.name, d.dzipf_name
o Use INNER JOIN instead of OUTER JOIN
when possible. FROM empfpyges e
o Filter dota as early as possible (use WHERE first).| | JOIN departments d ON e.dept_id = d.id
o Avoid SELECT *; select only required columns. WHERE e.status = 'Active’;
e Join smaller tables ﬁrst. )
Key Points :

M Always index columns used in JOIN conditions.
b
M Use INNER JOIN and filter early for better ormance .
Y P
M Avoid unnecessary columns and larse, intermediate result sets.
M Optimize JOIN order and structure for efficiency.
) G 4

INDEX

Index Structure

L 1IN

Faster Search

Better Performance

JOIN Tables

Optimized JOIN

o

Efficie.nﬁ Results



.29.9 Subquerg Opfimizafion.

* Su.bgm&es are queries nested inside another query. SELECT
%* Imprope.r!’.g written Su.bciue.ries can cause poor Performam:e. —
* Opér:.rn.:'.zins su.bc;u,eries can reduce execution time and imiorove efﬁcie.n.c:y. =F [:1
Best Proctices :
Practice Descrﬂpi:ion
Use JOINs . =
Tnstend of Subq,wie.s JOINs are affan. fa.sf:er than suﬁguert.e.s. HEQ
Use EXISTS EXISTS stops scanning once a match is found, Analyze
Instead of IN IN may scan the entire result set.
Limat Su.b@u.e.ry Ensure sufu;ue."y returns am'.H necessary rows
Results (use LIMIT or proper ﬁlfars). -
A'p’ol.d Correl{a.éed Con'glta.fed sl.lbq.u.ert:ﬂs rurn once for mc.h row Be&ﬂ' Pe-rfﬂrm
Subquerie.s and can be very slow .

Use Indexes in Index the columns used in WHERE, JOIN or comparison
Subqueries in subgueries .
Key Points :

™M Prefer JOINs over subqueries for better performance.
] Use EXISTS instead of IN in most coses.

™ Keep subqueries simple and return only required data.
@' Proper Endaxi.ms is cructal far suﬁgu.e.r&- apiimizaﬁon.

N\
/2

.29.10 GROUP BY Opﬁimézaﬁion. CROUP B

¥ GROUP BY is used to group rows that have the same walues. I

%* Olpﬁim,f.zbl.g GROUP BY can reduce sorﬁng and ﬁmPomy table usage.
* TIi intproves aﬂsresa.ﬁon Ferfarnmce..

Aggrega.ﬂon

Best Practices : EM&. :
[ b = B
® [(lse indexes on GROUP BY columns. SELECT d.ep E . id. COUNT(*)

® Avoid seiecfu'ns unnecessary columns . FROM mpioyee& T !

e [iller data e.a.rly u.sl.n.s WHERE clause . . "
® Avoid using fwtcf;mn.s on GROUP BY columns. WHERE status = 'Active
® Ensure only reguired aggregates are calculated . GROUP BY department_id ; Opff.m:.ze

Common Issues and Solutions :

Issue Solution = ==
Using functions on GROUP BY columns | Avoid funchions on columns, use raw columns. @“‘
Huge data before filtering Apply WHERE clause before GROUP BY.
No index on GROUP BY columns Create index on GROUP BY columns. Smarter Queries
Selecting unnecessary columns Select only GROUP BY columns and aggregates.
Key Points :
M Index columns used in GROUP BY for faster grouping.
M Fiter data before grouping to reduce dala size. .
M Avoid functions and unnecessary columns in GROUP BY. ) :
& Proper GROUP BY usage leads o less sorting and faster results. Efficient Aggregation




.29.11 ORDER BY O‘ptimi,za.ﬁi.on .

¥ ORDER BY is used to sort the result set.
e Sorﬁi.rtﬂ inrge. result sets can be expen.s[.ve.
* Proper' anfmchg and query a',esign. can opéi.mize, ORDER BY Perfor‘rrm.nce.

Best Practices :

Practice Description

Use Indexes Create index on columns used in ORDER BY to avoid
for Sorting filesort (extra. sorting).

Match Index Order | Index order should match ORDER BY (ASC/DESC).
Avoid Sorting

Use WHERE clause to filter data before ORDER BY.

URMCESSQI‘H ROWS

Avoid Sorff.ng Large Sorffﬁ.g on large text fwl',ds ts slow. Sert on indexed,
Text/Blob Columns smaller columns.

Use LIMIT with When using LIMIT, MySQL can stop sorting a.fﬁer
ORDER BY retrieving required rows.
KeH Points :

M Use indexes on ORDER BY columns.
[ Ensure index order matches the sort order.
M Filter data early and sort less.
M Use LIMIT with ORDER BY to reduce sorting workload.

'29.12 Pa.gina,f:ion Opf:i.miza.ﬁ.on .

=3 Pa.si.n.a.tian. ts used to slpiiﬁ La.r‘ge result sets into smaller pages.
* Inefﬁct'.wl.ﬁ Fa.gmtion can couse slow Pe.rformnacc _for hf.gh oﬁsaé values .
B3 Pro_per Pa.gi.rw.h’.on ﬁe.:hm};ue.s can merove. query speed'. and user experf.ence..

Common. Approach : Example (Using LIMIT & OFFSET) :

; d

e Use LIMIT and OFFSET. SELECT id, name, email

o Avoud !cu'ge OFFSET values. FROM users

® lse indexed columns in ORDER BY. ORDER BY id

o Use keyset pagination for lorge datasels.| | LIMIT 20 OFFSET 40; - Page 3 (skip first 40 rows)

Better Approach - Keyset (Seek) Pagination :

SELECT id, name, email
* Instead of OFFSET, use the last seen value. FROM users
® Works foster for large dafasets. —> | WHERE id > 40 - Lask sem id
® Reguires indexed columns. ORDER BY id
LIMIT 20;
K&H POU‘L'ES =
M Use LIMIT with caution; large OFFSET volues slow down queries.
M Use indexed columns in ORDER BY.
™ For large datasets, prefer keyset pagination.
Ef Pa.gha.ﬁ.on improves Fsrfomtmce and user experience..

Faster Sorting

Beﬂ:er P er formnce

Better User

E xperience

E ﬁw@ﬁ Queries



39.13 Slow Qu.ery Log.

¥  Slow Quers ."_03 records gu.ert'.e.s that take more time than a spe.cr'.ﬁed threshold .
¥ It He[ps wn Ldenfi:fﬂmg slow queries that d.esrade Ferformwwe‘
* Analgzing slow guer&es helps n opf:i.mf.zo.fr'.on.

AN

How Slow QuerH .I'_03 Works : Slow Query Log
MHSQL siaibia Queries f;aki.n.g more We am.IHze the Opﬁmi.ze, queries
time are logged performance 1IN
Find Slow Queries

Enable Slow Query Log :

View Slow Quertes :

SET GLOBAL slow_query_log = "ON';
SET GLOBAL long_query_time = 2;

SHOW VARIABLES LIKE 'slow_gquery_log%';

-~ Time in seconds

SHOW VARIABLES LIKE 'long._query time';

Improve. Perfarm.an.ce

@

OPEbnize. Queries

SET GLOBAL slow_gusrg_lo&_ﬁle = "fvar/lib/mysql/slow.log"; SHOW GLOBAL STATUS LIKE 'Slow_queries';

Ke.g Points :

E Helps find queries that are taking more time.

E Set o.ﬂaroprinte f.ong_t;uerg_ﬁme to avoid 1033&19 too many quertes.
E Eesula.rf.y review slow {03 and opﬁ.m.fze. querties .

@ Use indexes, query rewriting and proper schema design.

'29.14- Performa.nce Schem.a..

* Performmce Schema is a bult-in feu.fure i MHSQL for moniiorin.g server Performwz.
¥ It Prov&des defailed stotistics about queries, locks, waits, I/0 and more.
¥ It helps in troubleshooting and optimizing database ,oerfc;rmmaa.

Key Features :

Feature Dascrf.pﬁ.on
Statement Perform,a.ucg Tracks execution time and resource usage of SQL statements.
Wait Events Shows where the server is wa.iﬁn.g (I/0, locks, CPU, etc.).

Mem.orH Instrumentation
Table I/0 Statistics
User and Thread Statistics

Provides memory usage statistics .
Tracks read/write opcmﬁon.s on tables.
Monitors connection, threads and user a&ﬁvify.

Monitor & Anaine

il

Example Queries :

Enable Perfarma.rme Schema :

e -~ Check if Performance Schema is enabled Ballss Tasiahis
SELECT DIGEST_TEXT, COUNT_STAR, SUM_TIMER_WAIT SHOW VARIABLES LIKE ‘performance_schema’; J
FROM performance_schema . events_statements_summary_by_digest

ORDER BY SUM_TIMER_WAIT DESC = AL Babad by Yk & il ¢
LIMIT 10; madern MySQL versions. i =

- Top wait ‘events Key Points : @h
SELECT EVENT_NAME, COUNT_STAR, SUM_TIMER_WAIT o Purfuruinnit Schanes ks g ombane: iy

FROM performance_schema. . events_waits_summary_global by_event_name A Use & b find botHlenecks and slow components. P erf
ORDER BY SUM_TIMER_WAIT DESC f Monitor queries, waits, locks and I/0.

LIMIT 10; g HdFs in fum'.ns and c:apm:i.fg F[nmmﬂ




