Chapfer 24: MySQL Window Functions |

&24.1 Introduction to Window Functions

0

¥ Window funcf:ion.s per_form. calculations across a set of table rows

that are somehow related to the current row.

% Unlike GROUP BY, window fmcﬁon.s do not reduce the number
of rows in the result.

%* The.y are very usefui for running totals, mnkrl:g, moving averages,

Percenfages , comparisons ete.

¥ Window funcﬂons are used with the OVER() clause.

Kﬂb‘

Points :

-

M Window functions work on a set of rows related to the current row.
M They return a value for each row without collapsing rows.

M They are executed after WHERE, GROUP BY and HAVING clauses.
M They are specified using the OVER() clause.

-

24

.2 OVER() |

¥ The OVER() clause determines the window (set of rows) on which
the window fmcfion opera.fe.s :

* It may contain PARTITION BY, ORDER BY and frame specification.
* Sgnfax:

[ SELECT column_name(s),
windowaunctianf ) OVER (
[ PARTITION BY column_name(s) ]
[ ORDER BY column_name(s) ]
[ fra.me._specifica.tion ]
) AS alias_name
| FROM table_name;

Components of OVER() :

Comfmmf Descripficn
PARTITION BY Divides the result set (nto _pa.rf:if,ion.s or groups.
ORDER BY Orders rows within each Pa.rfiﬁbn,

frame_specification | Defines the subset of rows (window frame) used for
caleulation. ( Optional)

Keg Take.awgi :

1

[ _\@I_ The OVER() clause is the heart of window funcﬁons. It defme.s

how rows are Sroupe.d, ordered and considered for calculations.




'24.3 PARTITION BY |

¥ PARTITION BY divides the Fesult set into partitions (groups)
based on the values of one or more columns.
¥ Window functions are applied separately to each partition.
¥ It is similar to GROUP BY in grouping, but it does not
collapse rows.

Exwf.e :

SELECT emp_id, emp_name, dept_id, salary,
SUM(salary) OVER (PARTITION BY dept_id) AS dept_total
FROM employees ;

Output :
empid | emponame | deptid | salary | dept_total
1 Alice 10 60000 170000
2 Bob 10 70000 170000
3 Charlie 20 50000 120000
& David 20 70000 120000
5 Eve 30 90000 90000

24.4 ORDER BY in Window Functions

]
| Partitions .
:" _____ [ el e —i

- .

e
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MySQL

Keg Points :

M Partitions are created using
M Functions are calculated

M The number of rows in the

PARTITION BY.

within each pa.rfif:ion .

result remains the same.

njnjo

¥ ORDER BY in window funcﬂons determines the order of rows
within each Pa.r‘ﬁf:i.on.

¥ It is used to d,e.fine, the sequence in which calculations are Pe.rform.ed.

¥ Without ORDER BY, the order is not gwanfeea‘..

Exw& g

=

SELECT emp_id, emp_name, dept_id, salary,
ROW_NUMBER() OVER (PARTITION BY dept_id ORDER BY salary DESC) AS rn

FROM employees;
Ouﬁpuﬁ : { K@y Points : ¢
: ; E ORDER BY controls the
e.m.P_.r.d. iz d:zpi:_.r.d salary g2 ordering within each partition.
1 Alice 10 60000 2 order).
4 David 20 70000 1 [M DESC is used for descan.d.mg
3 Charlie 20 50000 2 order.
numbe,réng and a@gre@a.f:e.
Kel_.t Ta.ke.u.wai : l functions. )
R — % PARTITION BY groups the rows, and ORDER BY sorts the rows
@ within each group for accurate calculations.

o

- —— ——



(24.5 ROW_NUMBER() |
¥ ROW_NUMBER() a,s.sr:gns a u.ru.ciue. se.qu»e.nﬂai number to each row

within a Fa.rff.i:ion. : )
¥ The num.berbzg starts from 1 for each Parﬁfr:on.
¥ It does not consider ties, every row He.l':.s a diﬁe.rmf number .
¥ It s commonly used for pagination, removing duplicates, etc. ROW_NUMBER ()
Sxonglt |
SELECT emp_id, emp_name, dept_id, salary, /
ROW_NUMBER() OVER (PARTITION BY dept_id ORDER BY salary DESC) AS m
FROM employees ; I
Output :
= K(ii Points :
emp_id emp_name dept_id sa.la.ry rn ( o ROW_NUMBER() ——
2 Bob 10 #0000 1 Rilbde. b ahal: Thot.
h Alice 10 60000 2 M It resets for every partition.
4 David 20 70000 1 ™ Useful for top-N queries and
3 Charlie 20 50000 2 pagination.
g Coa 30 90000 1 E No two rows in a Parﬁff.on will
have the same row number.
24.6 RANK() w Ly
¥ RANK() a.s.sign.s a rank to each row within a Parﬁﬂon based on the order. B 1:?._
% If there are ties, the same rank is given and the next rank is skipped. 5
¥ It s u.sefuf. in leaderboards , compefiﬂon results, etc. - 12
Ex%le g
SELECT emp_id, emp_name, dept_id, salary,
RANK() OVER (PARTITION BY dept_id ORDER BY salary DESC) AS rk
FROM employees ;
Ou.feu.t : Ke,y Points :
emp_id g oraife dept_id salary rk M RANK() assigns the same rank
2 Bob 10 70000 1 to ties.
1 Alice 10 60000 2 M The next rank is skipped after
4 David 20 70000 1 e
3 Eharlis 20 50000 2 o i‘;ﬁ‘l f":ﬁ“"“""‘ﬁ‘* eaiasbourss
5 Eve 30 90000 1 = o+ ok
Key Takeaway : ) g

A\

3 2 M Use ROW_NUMBER() when every row rust have a unique number .




| 24.7 DENSE_RANK() |

% DENSE_RANK() a.ssignsarw&faeadtmwwiﬁhin apmf&bnbasedmﬂmurder.
¥ Ifﬂuremﬂes,iﬁsivesthesmmukmddoesmfskipfhsz:rmk.

¥ Ranks are continuous without gaps.

It ¢ 1 rts, leaderboards, grouping similar values, etc.
B AR R e DENSE_RANK()
Exgﬂfﬂe -

SELECT emp_id, emp_name, dept_id, salary, /

DENSE_RANK() OVER (PARTITION BY dept_id ORDER BY salary DESC) AS drk

FROM e.mpu'.oyees; . I m

Ouﬁguﬁ i
emp_id | emp_name | dept_id selary drk ! Key Points : S
2 Bob 10 | 70000 | 1 [ DENSE_RANK() does nat skip ranks
, after ties. -
1 Alice 10 | 60000 | 2 B o o, i, i
4 David 20 | 70000 1 (A T g s v i oy
3 Charlie 20 | 50000 | 2 o Useful for leaderboards, reports | MySQL
st mning.
grouping
5 E 30 | 90000 | 1
= M Ranks stort fmm. 1. !
e Q

| 24.8 NTILE()

% NTILE(n) divides the rows in a Pm-tr'.ﬁm into n almost e.qi.m.f. buckets .
¥ Each row is a.ssignaa'. a bucket number fmm 1 ts A
¥ The ii)sfenem:e between buckets will be at most one row.

* Usefu.i for‘ dustribution , sampbhg, percentile ana.iasés, etc.

Exarnpa :
SELECT emp_id, emp_name, dept_id, salary, <
NTILE(3) OVER (PARTITION BY dept_id ORDER BY salary DESC) AS bucket_no :
FROM emipiayees; v 4
Output : Key Points :
gl V0 eimp ok JIF efpt o JI" sl il et Nl | o WILE(R) it rous o Buckals:
2 Bob 10 70000 1
1 Al 10 60000 2 [ Bucket numbers range ﬁ'om. 1t n.
4 David 20 70000 1 M Buckets are as equal (n size as possible.
3 Charlie 20 | 50000 2 M Useful for percentile analysis,
5 Eve 30 90000 1 | sampling and load balancing.
Key Takeaway :

Al

_" ¢ M Use DENSE_RANK() when you want continuous ranks without gaps.
M Use NTILE(n) when you want to distribute rows into n e.czuai groups .




' 24.9 LAG() |

*

The defoult offset is 1.

*
*
¥ You can provide a default value if the previous row does not exist.
% Useful in trend analysts, difference calculations, etc.

Exg_.:gﬁ.",e :

LAG() accesses data fram a previous row in the result set.
It is used to compare the current row with one or more Freced.[.nﬂ FOWS .

SELECT emp_id, emp_name , depf_id, .sa.[a.ry,

LAG(salary, 1, 0) OVER (PARTITION BY dept_id ORDER BY salary) AS prev_salary

FROM employees ;

Ouf;Buf :
emp_id | emp_name | dept_id saio.ry Prev_.saia.ry
3 Charlie 20 50000 0
4 David 20 70000 50000
1 Alice 10 60000 0
2 Bob 10 F0000 60000
5 Eve 30 20000 0
Kel_.i Ta.kea.wgﬁ :

=
—
MySaL
Key Pounts :
M LAG() returns data fmm a previous row.
M Sgnfax: LAG (column, offset, default).
M Default offset is 1.
M If no previous row extsts, defadt value
is returned.
™ Useful for comparison and trend
analysis .

-

1
\@f
- —

with the current row.

Use LAG(} fO EOOJIC ba.ck ﬂ-f PPEW.OH.S rows a.nd COM.PCIJ"E. va.lues

o

| 24.10 LEAD()

68

% LEAD() accesses data fr‘om a fof.l':owl:.'\.g row tn the result set. i i
¥ It (s used fo compare the current row with one or more .subseguenf rows . LEA D( )
¥ The default offset ¢s 1.
% You can provide a defa,uﬂ‘. value l:f the fcl’lowmg row does not exist. /
% Useful in trend analysis, forecasting, etc. - DII
Example :
SELECT emp_id, emp_name, dept_id, salary, -
LEAD(salary, 1, 0) OVER (PARTITION BY dept_id ORDER BY salary) AS next_salary g
FROM e.mpl’.oyae.s; N’
Ouctpudt — MySQL
s Key Points :
emp_id | emp nome | dept id | selary | next solory [ & LEADE) rebuems. duta from o following =
8 Chartie 20 50000 #0000 [ Syntax: LEAD(column, offset, default).
4 David 20 F0000 0 & Defiitt affuct u 4.
e e e e ] | e e e
5 Eve 30 70000 0 4 Useful for comparison, forecasting and
Key Takeaway : -

o

Use LEAD() to look ahead
with the current row.

Ki

at fouawinﬁ rows and

compare values J




[ 24.11 FIRST_VALUE() |

*
%*
*
%*
*
Example :

FIRST_VALUE() returns the value from the first row in the window frame.
It is useful when you want the ff.rs'{: value for comparison .
The default frame is FROM UNBOUNDED PRECEDING TO CURRENT ROW.
You can change the frame for different results.
Comm.oth used in r-e.Farfing, an.alb-.sf.s, and data comparison.

SELECT emp_id, emp_name, depf__ia'., sa.f,arH,
FIRST_VALUE(SQIW&) OVER (PARTITION BY depf_ia'. ORDER BY sa.la.r*y ASC
ROWS BETWEEN UNBOUNDED PRECEDING AND UNBOUNDED FOLLOWING) AS first sal

FROM employees ;

O%E"”E 1
e'.m.P_Edf emp_name depf._ id sai.a.rg first_sa.l':
3 Charlie 20 50000 50000
4 David 20 F0000 50000
1 Alice 10 60000 60000
2 Bob 10 F0000 60000
5 Eve 30 90000 90000
Key Takeaway :

Ke.H Points :

=
—

MySQL

RN WA ©®

Returns the value fmm_ the ﬁrsf row

in the wmdowfmme.

Syntax : FIRST_VALUE (column).

Defoult frame s UNBOUNDED PRECEDING

TO CURRENT ROW.

Can be used with a’.:.'_fjce.rmi fr-a.m.e.s
Use,fui fcr com?u-arf.son.s and re.'aarfmg.
J

b

based on the order.

Use FIRST_VALUE() when you need the firsﬁ value in a Jpszl.r‘lft:f:.rlan. }

Ki

| 24.12 LAST_VALUE()

¥ LAST_VALUE() returns the value from the last row in the window frame.
*- If 1'.-5 u.se-fui W}ngﬂ- H'Du- Wﬂfl.t Hle ﬂ'w-sf recmf or La-sf Vﬂi{.‘g. .
¥ The default freame is FROM UNBOUNDED PRECEDING TO CURRENT ROW. LAST_VALUE()
% To get the true last value in the partition, change the frame to
UNBOUNDED FOLLOWING .
¥ Useful in trend analysis, comparisons, and reporting. :
xample :
SELECT wmpid; amp-name;, dept_iid; salary, a
LAST_VALUE (salary) OVER (PARTITION BY dept_id ORDER BY salary ASC N
ROWS BETWEEN UNBOUNDED PRECEDING AND UNBOUNDED FOLLOWING) AS last_sal
FROM employess MySQL
Ot Keg Points :
sppctd . emponimg, | Jdept—th, | jsofary g Jlapt ol & Riburus he valin, from Shi laad e
3 Charlie 20 50000 #0000 & e G fm
5 Do 20 H0 1 fouy M Syntax : LAST_VALUE(column).
1 Alice 10 60000 70000 E % ge.ﬁ TN Gf the Lion
2 Boo 20 10060 || om0 use  frame UNBOUNDED FOLLOWING.
5 Eve 30 20000 20000 ™ Useful for‘ : [ Wsas Sy repo "‘tu'lg
Kgﬂ Take.muﬂ : . 3

r—

—“@- Use LAST_VALUEL) &0 geb the last valus iin o parbition:

J

@



24.13 Running Totals :

% Rurw.'nﬁ totals calculate a cumulative sum as you move fh.mu,gh the rows.
% It adds the current row value to the total of all Pmc&iﬂng rows .

% ORDER BY is required to defm the sequence .
E 3 Very u.seﬁ;l n ﬁ'.n.a.nci.ai reporf.s, sales reporfs, dashboards , etc.

#*  Uses ag‘grega.fe funcfian.s like SUM() with window ﬁ*ame.

Exﬁle ;

2l

Rumfng Totals

SELECT em?o_ia’., emp_name , a'.e.Pﬁ_ic{, sa..".ary,

=

SUM(salary) OVER (PARTITION BY dept_id ORDER BY emp_id hﬁ
ROWS BETWEEN UNBOUNDED PRECEDING AND CURRENT ROW) AS running_total MHSQL
FROM  employees ;
M.': Keg Points :
em.jo_:}c{ emp_name de_pf_f.ci saia.ry m.ru-n.én.g_f:ofai B Runsing £l dhion eanailibine
1 Alice 10 60000 60000 sum up to the current row.
2 Bob 10 70000 130000 [ Uses SUM() with window frame.
3 Charlie 20 50000 50000 [4 ORDER BY defines the sequence.
4 David 20 70000 120000 M Partitioning allows separate running
fof.'a.f.s for 3muf}-5 '
5 Eve 30 20000 20000
se in orts ,
M Useful in reports, dashboards and
Ke.ﬂ Takemgﬂ : ! trend analysis. )
(B . Use running totals to calculate cumulative values that grow as
gﬂu MOovVeE. ‘H‘l.i"ou.gh oriemd rows .
°
24 .14 Movi.ng Avera.ge.s |
¥ Moving averages calculate the average of a set of rows within o window. ’,-‘__,.."/
¥ It smooths out short-term fﬂucﬁua.t‘:ions and shows trends.
¥ Requires ORDER BY and o window frmne. with a .s'necc:.fic number af rows . MOVETLS Ave.rage
¥ Comnwnfg used in sales, stock Pr&ce.s, sensor data, etc.
% Uses AVG() with window fram.e. g
Example : N—r’
[ SELECT emp_id, emp_name, dept_id, salary, —
AVG(salary) OVER (PARTITION BY dept_id ORDER BY emp_id MHSQL
ROWS BETWEEN 2 PRECEDING AND CURRENT ROW) AS moving_avg Ky Poials’
| FROM employees ; (" =7 TS i
Ou.fEu.t : short—term variations .
emp_id emp_name dePf:_l:d: <al moving_avg (3 rows) M Uses AVG() with window fmm.e.
1 Alice 10 60000 60000.00 M ROWS BETWEEN n PRECEDING AND
2 Bob 10 70000 65000.00 SESGR) W vy, Uis gl
3 Charlie 10 80000 70000.00 B CRagga: o0 afucl s hdaclis
4 David 10 90000 80000.00 ;‘“ui i = pad
5 Eve 10 50000 73333.33 I Rleoftd e S
fmtm& 3
"(_e.& Takeawg& -

Use movin.g a.vero.ge.s tO undlersf;ami f:rend.s bﬂ G‘..VBPG.&'!:HS va.ﬂa.e.s

over a m.ovf.ng window of rows .




!\_24.15 Top-N Queries i % 3

%* ToP—N gwiz.s are used to fe.f.ch the foP N rows from o result set
based on some ra.nkmsl criteria .

¥ Window functions like ROW_NUMBER(), RANK(), DENSE_RANK(),
NTILE() are commonly used.

% Useful in leaderboards, highest salaries, top sales, best performers, etc.

¥ We rank the rows and then filter the top N rows.

EXG.MPLQ 5

{ 3

-~ Get top 3 highest salaries using ROW_NUMBER()
SELECT emp_id, emp_name, dept_id, salary,
ROW_NUMBER() OVER (ORDER BY salary DESC) AS rn

: MySQL
FROM  employees ; K25 Points : J
SELECT emp_id, emp_nome , dept_id, salary M Rank rows using a window
FROM ( fw'l.cﬁon based on desired
criteria .

SELECT emp_id, emp_name, dept_ud, sa,la.ry,
ROW_NUMBER() OVER (ORDER BY .saia:y DESC) AS m
FROM employee..s

E Filter the ranked results
to Sei f.oP N rows .

M ROW_NUMBER() is used

) AS "a-"-ke-d—*’-mjﬂs when we need exact N rows.
WHERE rn <= 3; M RANK() or DENSE_RANK()
X i can be used when we want
Ou.%u.f (TOF 3 Highe.sf Salaries) : to handle ties.
emp_id emp_name depf_ia‘. salary rn [ Common in leaderhoords,
5 e 30 90000 1 b e e
2 Bob 10 #0000
4 David 20 70000 3
More Exﬂef.es ¢ /
® Top 2 highesf: salaries in each deporfmnf DI
—> Use ROW_NUMBER() OVER (PARTITION BY dept_id ORDER BY salary DESC). [

° Top N Frociucf.s bﬂ sales
—> Use RANK() OVER (ORDER BY total_sales DESC) .

® Top N records with ties
—> (se DENSE_RANK() OVER (ORDER BY score DESC) .

Ke Takea.waﬂ ;

vy

B ¥ ToP—N q’u.e.rie.s he.[)n you cguicﬂy fmd the best or hisf'uz.sf values

based on your r‘a.nkmg needs using window funcﬁans.




