L Chapter 20: Advanced MongoDB l
30.1 MongoDB Aggregation

120.1.1 What is Aggregation? | u
¥ Aggregation is a powerful feature in MongoDB used to process g‘;ﬁi?oi
data records and return computed results. !
¥ It allows you to perform operations like filtering, grouping, BEO® AN
sorting, projecting and caIcu!aﬁng.
¥ Aggregation is similar to SQL GROUP BY and is used for v
data analysis and reporting. !
% It is performed using an aggregation pipeline. N
Key Points: qu_l Asg:ffd

V] Each stage transforms the data and passes it to the next stage.
1 The output of one stage is the input for the next stage.
M It is very useful for generating reports and analytics.

.
[V Aggregations process data through a series of pipeline stages. @

20.1.2 Aggregation Pipeline |
¥ Aggregation operations are performed using a pipeline.
¥ A pipeline consists of one or more stages.

¥ Documents pass through the stages in sequence.
* The output of the last stage is the final result.

Pipeline Flow:

In t Siage 1 Stage 2 Stage 3 Stage N A ated.
Docu{:ents ($rnaf:ch) ($group) ($project) (...more stages) 9%:3&

‘ 201 3 Common Aggregatwn .Sfo.ges \

Stage Description
$match Filters documents to pass only matching documents to the next stage.
$group Groups documents by a specified field and performs calculations.
$project Reshapes each document in the stream (include, exclude, add fields).
$sort Sorts documents by specified fields.
$limit Limits the number of documents passed to the next stage.
$skip Skips a specified number of documents.

$unwind Deconstructs an array field from the input documents to output a document
for each element.

$lookup Performs a left outer join to another collection. = | TmmmmsssssssssccssoeceooThoo

Example Pipeline

db.orders.aggregate([
{ $match: { status: "A" } },
{ $group: { _id: "$customerId",
total: { $sum: "$amount" } },
{ $sort: { total: -1 } },
{ $limit: 5 }
D ——

.

Key Takeaway:

¥ L MongoDB Aggregaﬁan heips in fmnsforming and anaf.yzing data efficientf.y.
"" Using the aggregation pipeline, you can filter, group, sort and shape data

to get meaningful insights from your collections.
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20.2 Aggregation Pipeline

[20.2.1 What is Aggregation Pipeline? ‘

% Aggregation Pipeline is a framework for data

aggregai:ion modeled on the concapf o_f data
processfng pipeh'nes.

It allows you to process documents through a
series of stages.

Each stage pe.ljforms a specific operation on the

incoming documents.

The output of one stage becomes the input to
the next stage.

20.2.2 Syntax |

il

db.collection.aggregate([

i

{ <stagel>: { <stagel_specification> } },
{ <stage2>: { <stage2,specification> } },

{.--}

o

20.2.3 Common Pipeline Stages

 —

Pipeline Concept

Stage 2
($group)

Stage 1
($match)

Documents

Key Points:

| Documents pass through the stages in sequence.
4 Each stage transforms the documents.
[/ The final output is the result of the last stage.

e 3 ihﬂ" N
3 ...more
($project) ) _

M 1t is very flexible and supports complex operations.

ﬂggregaf.ed
Result

db.orders.aggregate([

{ $match: { status: "A" } },
{ $group: { _id: "$customerId", total: { $sum: "$amount" } } },
{ $sort: { total: -1 } }

1

T e L L L

Stage Description Example
Filters documents to pass only ;
tch tch: tatus: "A' 4
P matching documents to the next stage. % I Lo b3
Groups documents by a specified : — . ! - .
$group Auld and gorforws: oatialation, { #group: { _id: "$custld", total: { $sum: "$amount" } } }
; Reshapes each document in the stream ) .
$ t £ : 1, total: 1, _id: 0
projec i ﬁe.’.ds}. { #project: { name ota i 5
$sort Sorts documents by specified fields. { $sort: { total: -1 } }
$limit Limits the number of documents { $linit: 10 }
passed to the next stage.
$skip Skips a specified number of documents. { $skip: 20 }
’ Deconstructs an array field from the input : .
d 4 . "
$unwin d b 4 " far Sk A { $unwind: "$items" }
St Performs a left outer join to another { $lookup: { from: "customers", localField: "custId",
J collection. foreignField: "_id", as: "customer” } }

Key Takeaway:

_@_

\I/

results _for reporting and ana[yﬁcs.

Aggregafion Pipeline is a powerfuf way to process and analyze data in MongoDB.
It helps infiltering, grouping, sorting, and transforming data to get meaningful

4l




20.3 $match

120.3.1 What is $match? Pipeline Illustration:

% Smatch is the ﬁr.sf: sfa.ge in most aggregaf:r‘on

pipelines.

% It filters documents to pass onfy mafching
documents to the next stage.

% It works like the find() method query.

Key Points:

E Placing $match early in the pipe[ine improves
performance by reducing the number of [/] $match filters documents based on a condition.
documents to process. [/] Only matching documents are passed to the next stage.

[ It can use all MongoDB query operators.

[Vl Using $match as the first stage improves efficiency.

[V It reduces the amount of data processed in the pipeline.

20.3.2 Syntax | : :

- ~ T . ot 3§

db.collection.aggregate([
db . orders . aggregate([

{ $match: { status: "A" } },

{ $match: { <fieldl>: <valuel>, <field2>: <value2>}},

{ <next_stage>: { ... } },

e e e e e s e e

1
L}
1
L]
i
i
(]
i
{ $group: { _id: "$customerId", total: { $sum: "$amount" } } }, :'
i
i
I
i
[]
:
(]
b

D: D:
20.3.3 Common Examples | T
Use Case Example Query Description
Match equal value { $match: { status: "A" } } Matches documents where status is "A".
Match multiple Matches documents where status is "A"
: : MA" : : 180
conditions Fe L Stptns W0 ot Bgte P02 1 ] and amount greater than 1000.
Match with OR { $match: { $or: [ { status: "A" }, { status: "B"} ] } .:::?d:s “dBt:cumem‘.s Whare asatis &
: . a Matches documents where array field
Match in array { $match: { tags: "electronics" } } tags contains: “slectronics”.
Matches documents where email field
Match exists { $match: { email: { $exists: true } } } p
exists.
Match with regex { $match: { name: { $regex: ""A" } } } M.I:;f;hi_;"documents WhSHS, nate tarcs
wi '

Key Takeaway:

i

Best Practices:

$match is used to filter

Nk 7 documents in aggregation
- = pipeline.
It reduces the number of

documents to process and
improves performance.

% Always use $match as the first stage if possible.
% Filter as early as possible to reduce data processing.
% Use indexes on fields used in $match for better performance.

% Avoid complex expressions in $match If simpler ones work.




20.4 $group

®
Pipe!ine Illustration:

{20.4.1 What is $group?J

. i Ty Other
* $graup is an ctggrego.f:wn sf:a.ge that Smatch | Stages
groups documents by o specified _id (Filter) ($project,
expression and applies accumulator Sk )
expressions. Output
Result
% It combines multiple documents with the
same _id into a single document. Key Points:
% It is similar to SQL GROUP BY. [ $group groups documents by a specified _id. OB A%
¥ It is used to perform calculations on [/ It calculates aggregated values using accumulator operators.
groups of documents. [M] Each group produces a single output document.
[V] It reduces multiple documents into summarized information. =
| ] Common accumulators: $sum, $avg, $min, $max, $count, ef:c.J __:.ﬂ—l
120.4.2 Syntax |

db.collection.aggregate(|[
{ $group: {

_id: <expression>,

db. orders .aggregate([

{ $group: {
_id: "$customerId",

totalAmount: { $sum: "$amount" },

<fieldl>: { <accumulatorl>: <expression> },
<field2>: { <accumulator2>: <expression> },

T — T —

}}J“. orderCount: { $sum: 1 },
{ <next_stage>: { ... }}, avgAmount: { $avg: "$amount” }
i 1},
1; { $sort: { totalAmount: -1 } }
\ ]);
20.4.3 Common Accumulators ]
Accumulator Description Example
$sum Calculates the sum of numeric values. { $sum: "$amount™ }
$avg Calculates the average of numeric values. { $avg: "$amount” }
$min Finds the minimum value. { $min: “"$amount” }
$max Finds the maximum value. { %max: "$amount” }
$count Counts the number of documents. { $sum: 1}
$first Returns the first document in each group. { $first: "$name" }
$last Returns the last document in each group. { $last: "$name" }
$push Adds values to an array. { $push: "$item" }
$addToSet Adds unique values to an array. { $addToSet: "$item" }
Example Use Case: Key Takeaway:
- ~\ s \
F-a
ctc: toﬁ;i sales and number of orders placed by S s e o Grp latinants
e customer. & I 7 :
db.orders. aggregate([ and perform calculations on each group.
{ sg{;f‘p.f“sfus bonaETd” = T It helps in generating summary reports
totalSales: { $sum: "$amount” }, and insights from raw data.
totalOrders: { $sum: 1 } T powerfui stage for diti
])_}} analysis and reporting.




20.5 $Project

@

120.5.1 What is $project? |

Pipeline Illustration:

¥ Sproject is an aggregation stage used Smatch $project P
to reshape each document in the (Filter) (Reshape —» ﬁ—_
pipeline. Tt Documents) | = lﬂl

¥ It includes, excludes, or creates fields Bossiiianie Output
in the output documents. Result

¥ It allows you to control the structure ! Key Points
of the data. [ $project reshapes the documents.
¥ It is similar to SELECT in SQL. ¥ It can include specific fields and exclude others.
M It can create new fields using expressions.
[/] Fields can be renamed using $project.
[ Tt helps reduce the amount: of data passed to the next stoge

(20.5.2 Syntax |

db.collection.aggregate([
{ $project: {
<fieldl>: <valuel>,
<field2>: <value2>,
<fieldN>: <valueN>

}h

Exampies:
// Include specific

db.users.aggregate([
{ $project: { name: 1, email: 1, _id: 0 } }

D;

// Rename a field and create a new field
db.orders. aggregate{[

{ $project.’ {

fields

{ <next_stage>: { ... } }, customer: “$custName",
e totalAmount: "$amount”,
s tax: { $multiply: [ "$amount", 0.18 ] },
= = _id: @
b
1;
200555 $Project Operations
Operation Description Example Explanation
Include Fields Include specific fields in the output. { %project: { name: 1, email: 1, _id: 0 } } Only name and email are included.
Exclude Fields Exclude speciﬁc fields from the output. { $project: { password: 8, _id: 0 } } All fields except password and _id.
Rename Fields Rename a field in the output. { $project: { customerName: “$name", _id: @ } } | Field name is renamed to customerName.
Crente New Fields | Create new fields using expressions. { $project: { Creates new ﬁe[d tax
total: "$amount", based on amount.
tax: { $multiply: [ "$amount”, 0.18 ] },
¥} _id B
Nested Fields Include nested fields. { $project: { "address.city": 1, name: 1, _id: @ } } Includes only aeddress.city
and name.

20.5.4 Example Use Case |

Find customer names and total amount of orders.
db.orders.aggregate([
{ $project: {
customerName: "$customer.name”,
totalAmount: "$amount”,
_id: @
}}
D;

Ke!i Takeawaﬂ:

$project is used to reshape documents by

including, excluding, renaming or creating fields.
It hel'os in confmﬂing the oufpu:f: structure and

reducing unnecessary data.

It is an important stage for preparing data

for further processing or reporting.




20.6 $sort

r Pipeline Illustration:
‘20_6_1 Whak it $som’:?l ipeline Illustration

%* S$sort is an aggregation stage that §riatch $sort
sorts the documents based on the (Filter) (Sor:tg) >
speciﬁed fields. gt Docume
% It arranges the documents in either Documents
ascending or descending order. Key Points:
" v » 5 r ™
% It is similar to ORDER BY in SQL. PP R P ——
¥ It is used to organize the output B Yo g aspanding: (23 o descending =) arder

documents for better readobility

[/ Documents are sorted before passing to the next stage.
or further processing.

| Sorting large datasets can be resource intensive.
™ Useful for presenting results in a meaningful order.

| 20.6.2 Syntax | ..........................................................

Exampies :

db.collection.aggregate([ // Sort by one field (ascending)

{ $sort: { <field1>: <orderl>,
<field2>: <order2>, ... } },

|
i db.users.aggregate([
: { $sort: { name: 1 } }
[
i D;
{ <next_sta.ge>: { s BF, i 1/ Sort by one ﬁ'eid (descend:'ng)
| db.users.aggregate([
i { $sort: { age: -1 } }
D
' // Sort by multiple fields
i db.orders.aggregate([
| { $sort: { totalAmount: -1, orderDate: 1 } }
|
|

D;

D;

Order: 1 for ascending, -1 for descending.

\ -

e

EO_.6.3 Sort Orders |

- _—

Order Description Example Output Order
Ascending order A B, C..Z
! (A to Z, 0 to 9, smallest to largest) { $sort: { nome: 1.} } B hiia a9
Smallest — Largest
D di de Z, Y, X ... A&
-1 e i { $sort: { name: -1 } } 9. 8,7 ...9

(Z to A, 9 to 0, largest to smallest) il o o

Multiple Sort by multiple fields ¢ dart: € tatate St diEee 1 § 3 First by total (desc),
Fields in the specified order then by date (asc)

‘\ 20.6.4 Exampie Use Case ] Key Takeaway:

Find the i'aP 5 most expensive orders. $sort is used to sort documents in

a.scending or descending order.
It helps in organizing data for better
Presenfaﬁon and a.nalysis.
D Use indexes on sorted ﬁelds to
i improve performance.
Result: Returns the 5 orders with
ol N % Place $sort after $match or $group
e totalAmount. to reduce the amount of data to sort.

db.orders.aggregate([
{ $sort: { totalAmount: -1 } 1},

{ $limit: 5 }




20.7 $limit

Pipeiine Illustration:

(20.7.1 What is $limit? |

* $limit is an aggregation stage that
limits the number of documents
passed to fhe next Sf:age.

$match
(Filter)

% It specifies the maximum number Bocemint
of documents to output.

% It is similar to LIMIT in SQL. r ,
% It is used to restrict the resut set | DO $limit restricts the rumber of documents passed to the ne stage. | H A M W B

to a specific number of documents. [ It accepts a postive integer value.

] Only the specified number of documents are passed forward.
[/] It is useful for pagination and limiting large datasets.

¥l Using $limit early in the pipeline can improve performance.

Key Points:

20072 Sgntax | Examples:

// Limit to ﬁrst 10 documents
db.users.aggregate([
{ $limit: 10 }
1):
/f Limit after sorting
db.orders.aggregate([
{ $sort: { totalAmount: -1 } },
{ $limit: 5 }
]): 1:

// Limit after grouping

db.collection.aggregate([
{ <previous_stage>: { ... } },

{ $limit: <number> },
{ <next_stage>: { ... } },

e

<number> is the maximum number db. sales.aggregate([

{ $group: { _id: "$custId", totel: { $sum: "$amount” } } },

c—f documents to output.

P e

i
i
i
% i { $sort: { total: -1} }, i
{ $limit: 3 ) i
B E— 1): |
{20.7.3 Common Use Cases | ~ ~~ T TTTTTTTTTTTTTTTTTTTTTTOmTmmmmmmmmmmmmmm s ’
Use Case Example Query Description
Get firs‘f N decuments { $limit: 10 } Returns the ﬁrs! 10 documents frvm the pipeline.
{ $sort: { totalAmount: -1 } }, ; ;
Top N results { $linit: 5 ) Returns top 5 documents with highest totalAmount.
g { $skip: 20 }, .
Pagmaf::on { $limit: 10 ) Skips first 20 documents and returns next 10.
Limit after grouping g :‘q;?:it{s-;d Holtageal; thtals { ot 30 i Returns top 3 groups based on aggregation.
S { $match: { status: "A" } }, Limits the number of documents early
Performance optimiztion { $limit: 100 } to reduce processing.
i_ 20.7.4 Example Use Case Key Takeaway:
_——— e — — - ™
Find the top 5 highest spending customers. % $limit is used to restrict the number
db.orders.aggregate([ af documents in the oufpuf:.

{ $group: { _id: "$customerId", totalSpent: { $sum: "$amount” } },
{ $sort: { totalSpent: -1 } },
{ $limit: 5 }
1z
Result: Returns the top 5 customers
with highest totalSpent.

It is very useful for top-N queries,
pagination and performance optimization.
Place $limit after $sort or $group
to get meaningful results.

Use $skip along with $limit

for pagination.




(20.8.1 What is $skip? |

* $sk¢'p is an aggregation stage that
skips a specified number of
documents and passes the
remaining documents to the next
stage.

¥ It is used to exclude the first N

Pipel'.ine Illustration:

$skip
(Skf?n First
Inpu. ; N Documents)
Documents

Key Points:

<number> is the number of documents
to skip.

// Skip after grouping
db.sales.aggregate([
{ $group: { _id: "$category", total: { $sum: "$amount" } } },
{ $sort: { total: -1 } },
{ $skip: 5 }

documents fmm the P‘Peh”e | $sk|'.P skips the spea:ﬁed number of documents.
% R is simiar to OFFSET in SQL. g L “;PL & ik-phgative. Ukagits vl
i documents are not passed to the next stage.
. iols cai:::or‘;l?' USEd o pagyaion [V] It is used for pagination and result set navigation.
g e [/] Using $skip alone on large datasets can be slow.
[/] It is best used with $sort for consistent results.
20.8.2 Syntax | | Examples:
e ———— | // Skip first 10 documents
db.collection.aggregate([ i db.users. aggregate([
: ; 1 kip: 10
{ <previous_stage>: { ... } }, i ])f $skip }
{$ PRy, | i // Skip first 20 documents and then limit to next 5
E <noxtusbagers { } 3 ! db. orders.aggregate([
i ! H { $sort: { totalAmount: -1 } },
| { $skip: 20 },
bE o { $Linit: 5 }
D
1
1
|
|
|
|
1
|
1
'|

____________________________________________________________

— = ==

Use Case

Example Query

Description

Pagination (g oddmit)) | o opiis pageSize }

{ $skip: (page-1) * pageSize },

Skips documents for previous pages and
returns the next set of results.

Skip Top N Results

{ $sort: { totalAmount: -1 } },

Skips top 1@ highest documents

{ $skip: 10 } and returns the rest.
) . { $match: { status: "A" } }. Skips first 15 documents after
Skip After Filtering { $skip: 15 } filtering the data.
{ $group: { _id: "$city", total: { Fsum: "$amount" } } },

Skips first 5 grouped results and
returns the remaining.

{ $Limit: 20 }

Skip After Grouping { $sort: { total: -1 } },

{ $skip: 5 }

{ $sort: { createdAt: -1 } },
Large Dataset Navigation { $skip: 1000 },

Navigates to a specific position in

a large dataset.

' 20.8.4 Exampie Use Ease_.

KBH Ta.keo.was;

Find the customers after skipping the first 15
default sorted ﬁy name (A to Z).
db. customers. aggregate([
{ $sort: { name: 1 } },
f $skip: 15 },
{ $limit: 10 }
D:
Result: Returns the next 10 customers after
skipping the first 15 names.

%

* ¥

*

$skip is used to skip a spectﬁed number
of documents.

It is useful for pagination and navigating
result sets.

Always use $sort with $skip for consistent
and predictable results.

Avoid using $skip on large datasets without
proper indexing as it can impact performance.
Combine $sk|'.p with $limit for efficient paging.




20.9 $ lookup

@

(20.9.1 What is $lookup? |

% Slookup is an aggregation stage used
to perform a left outer join between
two collections.

Ralie: Dlsstsution
$!onkup Other
ot $match (Join with | Stages
(Filter) Another - ($project,
Collection) $sort, ..)

% It combines documents from the
.-'nput collection with ma‘f:ching Collection
documents from a joined collection. Key Pointa:

It adds an array field to each document
that contains the matching documents
from the joined collection.

¥ It is similar to JOIN in SQL.

¥ It is very useful for combining

related data from multiple collections.

9

[ #lockup performs a left outer join between callections.

[/] It requires the local field and foreign field to match.

[V The result is added as an array field in the output document.
[ If no match is found, an empty array is refurned.

[/] It helps in combining data from related collections.

[V] Use $unwind after $lookup to deconstruct the array (if needed).

120.9.2 Syntax |

[ 20.9.3 Example |

db.collection.aggregate ([
{ $lookup: {

Example:
Suppose we have two collections:

from:

"<joined_collection>",

orders (('nput)

customers (joined)

{20.9.4 How ${00§‘-HP Works? |

i
I
1
]
1
1
]
]
localField: "<local_field>", i ; : -
foreignField: "<foreign_field>", i —id customerld amount —id e, city
ws: eoutput-array, Fakd* I | 2 c101 250 101 | Alice | Hyderabad
. - - 1
19 E 2 C102 300 c102 Bob Bangalore
{ <next_stage>: { ... }}, i 3 C103 150 C104 Charlie Chennai
1
0 ! Query: Get orders along with customer details.
. i
| db.orders.aggregate([
from : The collection to join with. i { $lookup: {
localField  : Field from the input collection. i from: "customers®,
e 3 i p i localField: "customerId",
foreignField : Field from the joined collection. i Faratyariald:: - s,
s : Name of the new array field i as: "customerDetails"
to store mafched documents. i }}
P 1)

For each document in the input collection, slookup ﬁ.nd.s maﬁching documents in the jcined collection and adds them as an array.

orders (Input Collection)

Loakup

_id customerld amount

(from: customers,
3 C1o1 £ localField: customerld
2 €102 300 SorelanFtald:4d.
3 €103 150 as: customerDetails)

Output (After $lookup)

______________________________________________________________

T

customerId | amount customerDetails (Array)
1 Cio1 250 [ { _id: “C101", name: “Alice”, city: "Hyderabad” } ]
2 C102 300 [ { _id: "C162", name: "Bob", city: “Bangalore™ } ]
3 C103 150 [ 1 (no match)

20 9.5 Example Use Cu.se l

Key Ta_keawag:

db.orders.aggragate([

{ $match: { amount: { $gt: 200 } } },
{ $lookup: {

Get all orders along with customer details and total amount greater than 200.

from:

"customers”,

LocalField:

foreignField:

"customerld",
" id",

as:

"eustomer"”

$lockup is used to join collections in MongaDB.
It performs a left outer join.
Use $unwind nfter $iookup 1f you want

to work with individual matched documents.

)

{ $unwind: "$customer"” },

{ $project: { _id: @,
customer.city: 1, amount: 1 } }

customer.name: 1,

L 1):

It helps to build Pﬂwerful reparts and
dashboards .by mmbmmg related data.

Always index the fields used in $lookup
for better performance.

-




20.10 $unwind

20.10.1 What is $unwind? |

%* Sunwind is an aggregation stage used

to deconstruct an array ﬁefd from
the input documents and output a
separate document for each element

of the array.

It f:r'a.nsforms an array ﬁe[d into
multiple documents.

It is the opposite of $9roup,

It is very useful when we need to
work with individual array elements.

It is similar to UNNEST in SQL.

Pipeline Illustration:

(Filter)

N Output
Documents Pl
Key Points: Before $unwind After $unwind

, [ _id: 1 [tz |
E $unwind deconstructs an array ﬁald s _ = )
[Eltmtesanewdmuwtfwweiemﬁhfhemay. .AJ ——
= _id: 1
[/l The original array field becomes a single value in the output ] > e
(V] If the field is not an array, it treats the field as a single element. ] —
e _id: 1
V] Use preserveNullAndEmptyArrays option to keep documents ] A d
with null, missing or empty arrays. a

20.10.2 Syntax [

db.collection.aggregate([
{ $unwind: <path> },
} b

{ <next_stage>: { ...

2

Bob ["0S", "CN"]

Table

D:

null

1
2 Chair []
3
4

After $unwind: "$Subjecl‘.s"

Pen ["Stationery”]

20.10.3 Examples
Example 1: Unwind simple array Example 2: With preserveNullAndEmptyArrays
Input (students) Input (products)

_id | name subjects ~id ey tags

1 Alice | ["Maths", "CS", "DBMS"] Laptop [ "Electronics”, "Computer”]

After $unwind: '$Engs'
<path> : The ﬁdd P“'H‘ to an grray. —id e subjects fpreserveNuﬂAndEmpﬁyArmgs: true)
) 1 Alice "Maths” T RIS Fagh
1 | Alice cs” 1 | Laptop *Electronics®
1| Alice "DBMS” ™ ~Computer"
2 Bob 08" 2 Chair null
2 Bob "N 3 Table null
4 Pen "Staﬁimry']
e e e e e e e e e S e e s e e ’
[ ?
EO'_:[O‘_zF ng $;uniw.n.d Pﬁ)rks_‘ ) J Useful Options with $unwind
Input Document OQutput Documents Option Description
e 3 Includes documents where the
Zid: 1 —id: 1 preserveluliAndEmptyArrays: true : i
b [ items: X # Each element of the array array is null, missing or emply
e b a separate document.
X _id: 1 ¥ The array field becomes the ?Z“"’“;Wﬂdfmfwws: folse | Excludes such documents.
) items: ¥ individual element in each ot
ficd | : output document. includeArraylndex: *indesx" Adds o new feld with the index
] S of the array element
e 3 items: Z
20.10.5 Example Use Case | Key Takeaway:
Find total sales per product from orders where each order has multiple products. % Sunwind is used to deconstruct array fields.

db.orders.aggregate([
{ $unwind: “"$products” },
{ $group: {
_id: "$products.name”,

11,
{ $sort: { totalSales: -1 } }

P

totalSales: { $sum: "$products.price” }

It outputs o separate document for each
array element.

It is the opposite of $group.

Use preserveNullAndEmptyArrays to keep
empty, null or missing arrays.

Often used with $group, $lookup and
$pr:y'ect in real-world pipelines.




20.11 $count

[ 20.11.1 What s $count? |

* $cowtftsa.naggregaﬂmsf;agséhaf

returns the total number of

documents that pass f:hraugh the

previous stage of the pipeline.

containing the count.

It outputs a single document

It is similar to COUNT(*) in SQL.
It is usually the last stage in the
pipeline.

It is useful to get the total number
of documents after filtering,

grouping or other operations.

(20.11.2 Syntax |
L J

-

db.collection.aggregate([

{ <previous_stage>: { ...

} b

{ $count: "<field_name>" }

1):

<field_name> :

that will store the count.

Pipe{fne Hllustration:

Ttin $3roup $prqject $count
(Filter) = fGrouping & (Select (Count
Aggregation) (Fields) Documents )
Lﬁpufz .
Documents
Key Points:
rlﬂscmw“lhefoﬁdnumberqrdmnwn‘:s. ]
[ B must be the last stage in the aggregation pipeline.
[V B returns a single document with the specified field name.
Mnmﬁddmmustbensfn}'g(e.g.. “totalCount”). ! |Resuﬂ: ]
“ R is useful after $match, $group or other filtering stages. :\ {
[l R helss in reporting, analytics and pagination. P “totalCount”: 125

[ 20.11.3 Examples |

o o e

db

.users.aggregate([
{ $count: "totallUsers" }

Example 1: Count all documents in a collection

Example 2: Count after filtering
db.users.aggregate([
{ $match: { status: "Active" } },
{ $count: "activeUsers" }
D:
Result:

activellsers

db

Exa.mple 3: Count after grouping

.orders.aggregate([

{ $group: { _id: "$status”, total: { $sum: 1 } } },
{ $count: "statusCount" }

i
E -
| 3
‘_ 20.11.4 Common Use Cases |
Use Case Example Query Description
Total documents in a collection { $count: "totalCount” } Counts all documents in the collection.
Count. ofter fitering e Counts docunents that match . condition
! { $group: { _id: "$oity" } },
Count afler grouping { $count: "cityCount* } Counts the number of groups.
Pagination (Total Records) % g:‘:i;: { ope:. | Sgta: i 11 Finds total records for pagination.
" { $group: { _id: "$category” } }, E
Rgpm'ls & Analytics { Bonant: “sbssorgCaint’ ) Counts categories, stafuses, or other groups.

20115 Example Use Case |

Key Takeaway:

Find the total number of orders where totalAmount > 500.

db.orders.aggregate([

{ $matech: { totalAmount: { $gt: 580 } } },

{ $count: "highValueOrders" }

1):

Result:

highValueOrders

12

% S$count returns the total number af
documents as a single document.,

It must be the last stage in the pipeline.
Use it after $match, $group or other

sﬁa.ges to gef mea.n.énafuf counts.
Provide a _fceH name fe“g., "totalCount").

'lkry usefu.! for raparfi‘.rl.g, dashboards,
analyﬁcs and Faginatian,

* ¥




2012 Aggrego.fion with Mongoose

(20.12.1 What is Aggregation in Mongoose? |  Fipeline Tlustration:

# Mongoose prow’.des the aggmgaée() function :Lkh.t | $ijecf .
to perform o.ggregoﬂoﬂ operaﬁon.s on E] | (Select
MongoDB collections. | (Fields)

% It is o wrapper around the MongoDB Input '
Aggregation Framework. Documents

# I allows us to process data through a KGH Points:

Pipeiowo_fsiagesa.ndrefumthemub‘:s.

¥ It is very useful for reporting, analytics,
ﬁifering, grouping, joining and more.

E Use Modu!.aggregnﬁ&(pipeﬁm} to run nggrega.fion.
[¥] The pipeline is an array of stages.
[Vl Each stage is an object with a single operator.

ot areg: E’Iiisidmlformmpfgxqugriasnnd:ﬁﬂnmaiysh_
20.12.2 Basic Syntax :. 20.12.3 Example
Model . aggregate([ i Example: Get total sales per category .i
{ <stagel> }, Assume a collection: sales E
{ <stage2> }, | Fields: _id, product, category, amount, date i
Requirement: Find total sales amount per category.
1).then(result => { — =
const mongoose = require(’'mongoose’);
console. lﬂg(r‘ﬂsu.ﬂt]; const Sale = require(’'./models/sale’); /! Sale model
}) .cateh(err => { Sample Output
( : async function gaﬁSale'sByCutEgoryU { |
console.error(err); try { —id (category) | totalSales | count
}j; const result = await Saie.aggregatef[ Electroni 12500 45
{ $group: { i
_id: "$category”, Clothing 8200 30
totalSales: { $sum: "$amount” },
Model : Mongoose model (collection) }counl‘.: { $sum: 1 } Books 4100 18
aggregate() : Starts the aggregation pipeline 1 Accessories 2500 12 |
Pipeflhs : Array of stages { $sort: { totalSales: -1 } } |
resilt  : Oulput documents (array) 1
e obrect (i console. log("Result:", result);
il ki f any) } catch (err) { 1
= console.error("Error:", err); :
|
) i
getSalesByCategory(); i
i )

LS #

|_ 20.12.4 Common .rqsgr'zgafion Sfages in Mon.goase

Sfo_qe Dtsc.ﬂpfwn Exn.qolu Use
$match Filters documents. { $match: { status: "Active” } }
$group Groups documents and performs aggregafions. { $group: { _id: “"$category”, total: { $sum: "Samount” } } }
$project Includes, excludes or reshapes fields. { ¥project: { _id: 0, name: 1, total: 1 } }
$sort Sorts documents. { #sort: { total: -1 } }
$limit Limits the number of documents. { $limit: 10 }
$skip Skips a number o_f documents. { $skip: 20 }
$lookup Performs a left outer join with another collection. { $lockup: { from: "users”, localField: "wserId", foreignField: "_id", as: "wser” } }
$unwind Deconstructs an array field. { $unwind: "$items" }
$count Counts the number of documents. { $count: "totalCount" }
20.12.5 Another Example (Using $lookup) | Key Takeaway:
S AT cceentiang) (ki R ala: * aggrzslafso in Mongooss gives Pawe.rful data
Order.aggregate([ . e
{ $loakup: { processing capabilities.
from: "users”, g -
localField: “userId”, ~ J s % Use pipeline stages to filter, group, join, sort
foreignField: “_id", = B it trmfam b
as: "userlnfo”
}} ¥* It is very u.ssfuf. for reports, dashbeards and
[’Suﬂwind: “$userInfo” }, mﬂyﬂcs.

$project: { _id: 1, total: 1, * Info. Rodgs Info.email™: 1
EiMoaeRe. & heringeaons el ome i E 2 f{[ways handle errors usmg iry...caf::h with

}.then(res => console.log(res)) - o.sam:f 5

.catch(err => console.error(err]);
© 0O

L 4 “ 4




20.13 Advanced Indexing

[ 20.13.1 What is Advanced Indexing?

# Advanced indexing in MongoDB allows
us to create special types of indexes
for better performance and more
'poumrful query ccxpnb;’ﬂif.es.

It goes beyond simple single-field
indexes.

It includes ccmpo:md indeus, wuq.ue
indexes, sparse indexes, partial indexes,
TTL indexes, text indexes, geospatial
indexes, hashed indexes and wildcard
indexes.

Key Points:

Indexes improve read performance.
More indexes may slow down write operations.

Use explain() to analyze index usage.
Do not over-index; it consumes storage.

EEEIEIEJEE!‘

Choose the right index based on query patterns.

Monitor index usage and remove unused indexes.

20.13.2 Syntax |

Index -II:BIPQS Overview:

Compound Index | Index on multiple fields.
Unique Index Ensures all values are unique.
Sparse Index Index only documents that contain the fisld.
Partial Index Index documents that match a filter expression.
TTL Index Automatically removes documents after
a spacified tima.
Text Index Supports full-text search.
Geospatial Index | Supports location-based queries.
Hashed Index | Indexes the hash of a field value.
Wildcard Index | Indexes all fields in @ document (or subdocument).

| 20.13.3 E::ampfss .:

// Create an index

// Drop an index
collection. droplndex("index_name");

/7 List indexes
collection. getIndexes();

/I Explain query (to see index usage)
collection _fmdcqurs(,}_ex'ulmh(Fus:utionstats"J H

collection.createlndex({ fieldi: 1, field2: -1 }, options);

1)

// date (desc)
2. Unigue Index

email: 1

3. Sparse Index

1 =» A.smding order
-1 > Descending order

options => Additional settings specific to the index

(20.13.4 Advanced Index Types at a Glance |

1. Compound Index
db . orders. createlndex( {
customerld: 1, date: -1

/{ Index on customerld (asc) and

db.users. createlndex({

}o { unique: true });

// Ensures email is unigue

db.producﬁs.crsnlsfnd&xf{
discount: 1
1. { sparse: true });
// Only documents with 'discount'
// field are indexed

4. Partial Index

db . orders. createlndex( {
status: 1

/! Index only active orders

5 TTL Index
db. sessions.createlndex( {

lastAccessed: 1

6. Text Index
db_articles.createlndex( {

0y

P | pa.r-f_iaU:[[terE)qre_ﬁinn: { status: “active” } });

|9t § axpireﬁftereconds: 3600 });
// Documents expire 1 hour after lastAccessed

title: “text”, content: “text”

// Enables text search on title and content

e

}
- J

Compound Index db.collection. createlndex({ a: 1, b: -1 }) mﬁfw'lm ot m&:t}i:i;fz@‘ and. ot
Unique Index ‘:ﬁé;:‘jtii:::ﬁfermx“ email: 1}, Enforce uniqueness of-f. field Duplicate values qr_c-mﬁ allowed
5 Tty db.collection. createlndex({ field: 1 }, Index documents that have Documents missing the field
{ sparse: true }) the fleld only are nof indexed
Pardial Indax db.collection. createlndex({ status: 1 }, Index subset of documents Smaller index size, better performance
{ partialFilterExpression: { status: "A" } }] mﬂi:c-"lr'.ng a condifion far Sfiltered queries.
db.collection.createlndex({ createdAt: 1 }, Aute delete old documents d
TTL Inde.
X { expireAfterSeconds: 86488 }) (ﬂ-ﬂ-r logs, sessions) Time To Live in seconds
Text Index db;coiifﬁtiionicl::ate{ﬂdex({ by Full text search Use $text in queries
escription: axt™ 1)
Geospatial Index db.collection. createlndex({ Llocation: “2dsphere” }) Location bosed: quaties Requires GeoJSON data
(nearest, within, etc.)
Hashed Index db.collection.createlndex({ userld: “hashed" }) Shu'd'mg and even date distribution Cannot support range queries
Wildcard Index db.collection. createlndex({ “§**": 1 }) Index all fields (flexible schemas)} Increases storage; use carefully
20.13.5 Explain (Index Usage) | | 20.13.6 Best Practices | Key Takeaway:
db._orders._ find({ customerid: "C181" })
.explain(“executionStats"); E Tinclaz fmfn'.s et queries, Sﬂ'ﬁflg. ﬂndJams * Advanced mmﬂ heq“ in bwid‘ng
?MP“* (summary): [l Create compound indexes that match your fast, scalable and efficient queries.
T et ey pobtarss; Choose the right index type based on
“winningPlan®: { Aokl og 1
"stage": "IXSCAN®, i Avo many  indexes. your data and query needs.
"indexName": "customerld 1" : . .
1 E Monitor index usage with db.collection Af.mys |- 4 r =4 bsfore
b .getIndexes() and explain(). : ;
"executionStats": { : and ﬂ.ffﬂ‘ U'dexm&
“totalKeysExamined”: 18, E Remove unused indexes rngu.{ar‘l'y * G e bk Bebter
"totalDocsExamined™: 18, = x ang & eqy = De
"executionTimeMillis": 2 E Lee TTL Mﬂmﬁ;r automatic data ::[ﬂanuP.

Farfomaﬂm + Lower costs.




20.14 Compound Indexes

[- _2_0.14..1 M_fﬁc:i. are Cam.Pclund Indexes? l

% A compound index indexes multiple fields
in a specific order.

It improves the performance of queries
that filter, sort or group b‘g multiple fields.
The order of fields in the index is very
important.

MongoDB can use a compound index for
queries that match the index prefix (from
the left).

It reduces the need for in-memory sorting
and collection scans.

*

(20.14.2 Syntax |

/7 Create a cml.pmmd index

How Cumpe:-u.rl-d Index Works?

ComPound E_ﬁh:l'aﬂ.f.
Index Filtering / Sorting E‘;“” i:‘:ﬂ —
(a, b, ©) Using Index Order Fes
Fields
Key Points:

Fields are indexed in the order ifted.
spec

Example: Index on { a: 1, b: 1, e: 1}

- Can support queries on { a: value }

[l Useful for sort() and groupBy (aggregation) on

- Can support queries on { a: value, b: value }
- Can support queries on { a: value, b: value, c: value }

on the leading field(s).

b: value } only
multiple fields.

[2014.3 Examples |

B e S e e e L e e e R e e e e

collection.createlndex({ fieldi: 1, Sfield2: -1, .. 3] \
1. Create Compound Index 3. Query using Compound Index l
£# With options : !
cotlackisnoreatalndext i db.orders.createlndex( { db.orders. find( { ]
{ fieldl: 1, field?: -1 }, customerld: 1, customerld: "C101", i
{ unigue: true, name: “idx_ Eg.!dl_flcm" } orderDate: -1 orderDate: { sr’h: I50Date( “2024-01-01%) } t
} 1 .sort({ orderDate: -1 }); [
/t Drop the index # Index on customerld (asc) and erderDafe (desc) A Uses index { customerld: 1, orderDafe: -1 } E
collection.drapindex( "idx_fieldl_field2") // for filtering and sorting i
2. Unigue Compound Index i
i :::Emmo db.users.craatelndex({ 4. Partial Usage (Prefix) f
! email: 1, db.orders. find({ customerld: "C101" }); ;
bid Exp!a.m query (to see undax u:age) _ B 'l phone: 1 // Even though query has only customerld, E
wﬂeﬁtwn.fmd(qury}-expiw( executionStats™) | bLo{ unique: true 1 // MongoDB can still use the index E
1 R : e 1: 2 Ensures cnmb'nnﬁm:fenmilmd piwnzr'.s "-? e J‘J" { customerld: 1, orderDate: -1 } E
-1 = Descen.rﬁns order {. j
| 20.14.4 Compound Index Behavior |
Index Query Filter Index_ Used? Why?
{a 1 b1 e 1} { a 10 } Yes Uses the leflmost field (a).
fo Lbid e 1% { a 10, b: 20 } Yes Uses prefix (a, b).
{a 1 b:1, e 1} { a: 10, b: 20, e: 30 } Yes Uses full index (a, b, ¢).
oo Tob'l e 1y { b: 20} Ne Does not start with leading field (a).
{a 1, b: -1} { a: 10 } sort({ b: -1 }) Yes Supports sorting on b because order is -1,
fa 1, b1} { a: 10 } sort({ b: -1 }) No Sort order on b does not match index order.

20.14.5 Real Time Use Case |

20.14.6  Explain Output (Example) |

ny —

E-m: FM ﬂm.i mﬂ Of a m.
Index:
db.orders, createlndex({ customerld. 1, orderDate; -1 })
Query:
db.orders. find({ customerld: "C101" })
sort({ erderDate: -1 })
Aimet(10;

Why it is fast?
[7] Filters by customerld (leading fisld).
A Sorts by orderDate using the index,
[l Returns top 10 recent orders quickly.

[ db.orders. find({ customerld: “C101% })

cexplain("executionStats")

Output fﬁmary);
{
“queryPlanner”: {
“winningPlan”: {
"stage”: "IXSCAN™,
“keyPattern”: { “eustomerld®: 1, "orderDate”:
“indexName":
}

1},

“customerld_1_orderDate_-1"

“executionStats": |
“totalDocafxamined"”: 10,
“totalKeyofxamined": 10,
“executionTimeMillis”: 2

}

}

Key Takeaway:

# Compound indexes are built on
multiple fields in a specific order.
They speed up queries that involve
il flds, sorting and grouping

Always design. index field order
based on your most commen

query patiarns.
#® Use explain() to verify index usage.

Avoid over-indexing to save storage

20.14.7 Best Practices for Compound Indexes |

EPhuﬂumtahc&w_f‘uHsﬁrst

MMaqunL}‘,HﬁaHsﬁgﬁrsrang'qrsnr{ﬁdd&
[/] Match the query and sort order in the index.
[/ Avoid including too many fields in one index.

] Monitor index usage and remove unused indexes.

[ Test with explain() and real workload,
E Usnpurﬂﬂlilla‘.e.xaséfhdﬂxirgnﬂfyu

[/ Combine with projection and limit for best performance.

subset is needed.




20.15 Text Search

| 20.15.1 What is Text Search? |

¥ Text search in MongoDB allows us to
search for a string of words in one or
more text indexed fields,

¥ It supports language stemming, stop
words, case-insensitive search and
relevance scoring.

¥ Text search is useful for searching
articles, blogs, products, courses, etc.

¥ MongoDB text search uses a special
text index type.

(20452 Syntax |

// Creale lext index on one or more fields
db.collection.createlndex({

fieldl: "text",

FlaldZ: "t

2
// Search using $text
db.cnlllciim.fi.md({
$text: { $scearch: "search words" }
b
A/ Projm:{ relevance score
db,callecfion,findf
{ $text: { $search: "search werds" } },
{ score: { $meta: "textSecore” } }
).sort{{ score: { $meta: "textScore" } })

-

f
I
I
I
I
I
|
I
1
I

Key Points:

MmgoDBSwres
| & Ranks Results |

EEEEEE

A Bk vl i e Grintal o Nk 6 wore: g Flds,

Only one text index is allowed per collection.

Text index ignores certain common words called "stop words”.
It returns matching documents along with a relevance score.
Use $text operator in the query to perform text search.
Results are sorted by score (highest first) by default.

20.15.3 Examples |

1. Create Text Index
db.articles.createlndex({
title: "text",
content: “text",
tags: "text”
|3
#/ Creates text index on title, content and tags

2. Basic Text Search
db.wf.icies.fmd({
$text: { $search: "mongodb Lrldc.xf.ug" }
B
/#/ Returns documents confaining
/' “mongods” AND/OR “indexing”

o . B . S o o e

e . . . .

db.articles. find(

{ $text: { $search: "machine learning” } },
{ title: 1, score: { $meta: “textScore” } }

).sort({ score: { $meta: "textScore” } })

// Returns matching documents with
// relevance score (higher score = more relevant)

4. Search with Additional Filter
db,arﬁicles,find({
$text: { $search: "database" },
status: "published”
b
A/ Text search with other query conditions

| 20.15.4 Example Collection |
Sam'ds Documents (articles)

ety ot

_id title content tags stabus
1| Getting Started with MongoDB | MongoDB is o NoSGL database. It stores data in documents.. | ["mongodb”, “database”, “mosql’] | published
2 | Advanced Indexing in MongoDB | Indexes improve query performance. Text index helps in search.. | [“mongodb”, “indexing") published
3 | Introduction to Machine Learning | Machine learning enables compubers to learn from data... ["machine”, "learning”, "ai"] published
4 | Full Text Search in MongoDB Text search allows searching words in text fields efficiently.. | [*mongodb”, “search”, “text'] draft

5 | Data Modeling Best Practices Good schema design is important for scalable applications... [“mongod”, “schema”, “design"] published

s

‘20_15_5 Real Time Use Case

(20156 Output Example. )

Search Blog Articles
Steps:

[7] Create text index on title and content.
) Search using keywords entered by user.
[/l Show results sorted by relevance,
[ Display only published arbicles.

Qucry:

db. articles fird(
€ $basks { Shminck: “masigudh areh” Y, shabs “pablida” ¥,
{ title: 1, score: { $meta: "textScere” } }

).sart({ score: { $meta: "textScore™ } })

Output:

_id title score
4 | Full Text Search in MengeDB | 12.87
1 | Getting Started with MengoDB |  8.35
2 | Advanced Indexing in MongoDB | 6.0

K ey Ta.keo.wag:

# Text search enables powerful

keyword search on string fields.
Create text index using field: "text”.
Use $text with $search to search.
Results are ranked by relevance score.
Only one text index per collection.
Useful for blogs, articles, products,
courses, documentation, etc. > ._

*® ¥ * ¥

[ 20.15.7 Best Practices |

[V Create text index only on the fields that are needed.
[V Keep content fields meaningful and well-structured.

¥ Avoid storing huge unnecessary text in documents.

[/l Combine text search with other filters for better results.

Use pagination for

HEEE

Use projection to include textScore for ranking.
Test queries and analyze performance.

Update index if document structure changes.

large result sets.




20.16 MongoDB Performance Opﬁmizaﬁon

[20.16.1 What is Performance Opﬁbnizafiaﬂ?1' How Parfo.'mmce OP"-“-‘“-‘:M Helps?

% Performance optimization means making
our MongaDB q_ueries and aPe.'nf:iam;
fa.sfgr and more g\fﬁ.cianf.

* It helps in reducing response time,
lowering server load and improving the
overall application performance.

# Good optimization leads to better

(20.16.2 Why Optimize? |

scalability and user experience. Problem (Without Optimization) Solution (Optimization) Benefit
@ Slow queries s . . .
Key Points Chigh- rasporias: biie) Proper indexing, efficient queries | Faster respense time
E Optimize schema design. % High toad Optimize schema, use projection, b load
[ Use indexes wisely, limit result set
[l Write efficient queries. c=> . Avoid large documents, use
EAmﬂinrgadmxmuésmdmfwunddanﬂgs. — High memory usage qumfmudwuﬁoﬂ, Reducad: memory wsage
[/ Use projection to return only required flelds. /"}
E Monitor Pe,:ﬁ,rm using G.KPIGH'I.() ll!ﬂ Poor scoln.h[d:g S‘mrdi.n.s, Ln.d.l.zing, cuc}u.ng Better su:niab:lr.ﬁ‘l’-
M Use aggregation pipeline efficiently.
| Regularly monitor, analyze and tune database. Poor user experience All optimizations combined Happy users @
[20.16.3 Syntax (explain()) | (20.16.4 Example (Performance Analysis) |
' ([ 7o R T 5

db.collection. find({ <filter> })

.explain( "executionStats"); db.orders find({ status: "shipped" }) db.orders. createlndex({ status: 1 });

5 axplr.u‘.n( "executionStats") B

// Returns stadistics about how the db.orders. find({ status: "shipped” }}
Y 3 ks // Sample Output (e ; =
// was executed and helps in performance -explain("executionStats");
// analysis. "executionStats” : { /7 Sample Output
"tot £ i ;
otalDocsExamined 150000 h asubEonSEats® © [
"executionTimeMillis" ; 128, 4 -
b Pl nnd® v ey totalDocsExamined” : 250,
o ) "exscutionTimeMillis" : 3,

)
E } "nReturned” : 258
S }
Bt Hiaier- moscedion: s IF et St wariceiland
~ IF N iouaciibion A

e e T e e

[ 20.16.5 Best Practices for Performance Opfbﬂimﬁouj

== Indexing g’uﬂhl?:‘uf o comnonly Indexes improve query performance. db.users . createlndex({ email: 1 });
Q Query Optimization ﬁ;q"dﬂc ﬁ&::s and avoid Specific queries use indexes batter. db.users.find({ status: “active” })
) Retisrn onliy required fislds
Projection wbing Pm"'j‘iﬁdm‘?‘ A Reduces data transfer and memory usage. | db.users.find(i},{ name: 1, email: 1, _id: @ })
Limit & Skip g:'. Satimnd wkiL e Aoty oo B seassilt ot db. products. find(). skip(100). Limit(20)
il Schemo Dasign e e e Keeps documents small and efficient. | Embed related data, avoid huge arrays.
!:‘-!. Aggregation Pipdl'.iu ﬂ“m’r::hd:ﬁ and ‘projcct Imprwu aggregation performance. [{ $match: { status: "A" } }, { $praject: { name: 1 }}]
Monitoring E;%m“qﬁséf‘m‘" il ey slows - quesibe: dbmatPrafilinglavaiCl, { slowms: 160 });
‘!i Sharding Use sharding for large datasets. Distributes data and improves scalability.| Enable sharding on collection.
B Caching :'J"f" plstion lavet. gocking Reduces repeated database hits. Use Redic / tn-memory cach.
(20.16.6 Common Mistakes to Avoid | | 20.16.7 Quick Checkist | Key Takeaway:
R Mot using indexes for frequently queried fields. A Are important fields indexed? % Performance optimization makes MongoDB
b 4 Usmg too many indexes. m Are queries using indexes (check uplam())’ ap’ulm.tm fa.sf and afﬁci.anf.
¥ Returning unnecessary fields. [/ Are you returning only required fields? ¥ Use indexes, efficient queries and proper
K Fetching large result sets without pagination. [7] Are large result sets paginated? schema. design.
3 Using regex queriss without indexes. [/ Are aggregation pipelines optimized? ¥ Analyze queries using explain().
Havi diviimants and ; Mkmm&pr&fm? ¥ A well optimized dafabase = beiter
i i o performance and happy users! %7




